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Music Classification
Deep Learning Overview



○ Frame-level features are engineered based on domain knowledge and mainly 
capture short-term characteristics 

○ Each step of the pipeline is locally tuned 
○ “MFCC + K-means (VQ) + Codebook histogram” is still used as a baseline 
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○ From feature engineering to feature learning 
○ Learning audio features directly to the time-frequency representation
○ Unsupervised learning: shallow and sparse
○ Supervised learning: deep and dense

Early Deep Learning (2006 – 2012) 
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● Unsupervised learning: shallow and sparse feature learning 
○ Learn a sparse feature representation ℎ from the input 𝑥
○ The sparsity constraint on the encoded vector (ℎ) encourages the 

meaningful pattern finding à the input is explained by a few elements
○ The training (learning 𝑊) was often called “dictionary learning”
○ Examples of algorithms

■ K-means (ℎ is one-hot vectors and 𝑊 is cluster centers)
■ Sparse coding, sparse restricted Boltzmann machine (RBM), sparse auto-encoder  

Early Deep Learning (2006 – 2012) 
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● Constant-Q transform (single frame) + Sparse Coding 

Early Deep Learning (2006 – 2012) 

Unsupervised learning of sparse features for scalable audio classification, Mikael Henaff, Kevin Jarrett, Koray Kavukcuoglu and Yann LeCun, ISMIR, 2011 



● Mel-spectrogram (multi frames) + Sparse Coding/K-means/Sparse RBM 

Early Deep Learning (2006 – 2012) 

Learning Sparse Feature Representations for Music Annotation and Retrieval, Juhan Nam, Jorge Herrera, Malcolm Slaney, and Julius O. Smith, ISMIR, 2012 



Early Deep Learning (2006 – 2012) 

● Supervised learning: deep and dense feature learning 
○ Use multiple stacks of fully-connected layers
○ Initialize the weights matrix using deep belief network (DBN) 

■ Greedy layer-wise using restricted Boltzmann machine 
○ Supervised learning to classify the input audio 
○ Use the pre-trained network as a “supervised feature extractor”
○ “The first breakthrough of deep learning”

■ The previous state-of-the-art acoustic model 
in automatic speech recognition was based on GMM-HMM. 

■ The GMM module was replaced with a stack of FC layers

Context-Dependent Pre-trained Deep Neural Networks for Large Vocabulary Speech Recognition, George Dahl, Dong Yu, Li Deng, Alex Acero, IEEE TASLP, 2012 

DAHL et al.: CONTEXT-DEPENDENT PRE-TRAINED DEEP NEURAL NETWORKS FOR LVSR 35

Fig. 1. Diagram of our hybrid architecture employing a deep neural network.
The HMM models the sequential property of the speech signal, and the DNN
models the scaled observation likelihood of all the senones (tied tri-phone
states). The same DNN is replicated over different points in time.

A. Architecture of CD-DNN-HMMs

Fig. 1 illustrates the architecture of our proposed CD-DNN-
HMMs. The foundation of the hybrid approach is the use of a
forced alignment to obtain a frame level labeling for training the
ANN. The key difference between the CD-DNN-HMM archi-
tecture and earlier ANN-HMM hybrid architectures (and con-
text-independent DNN-HMMs) is that we model senones as the
DNN output units directly. The idea of using senones as the
modeling unit has been proposed in [22] where the posterior
probabilities of senones were estimated using deep-structured
conditional random fields (CRFs) and only one audio frame
was used as the input of the posterior probability estimator.
This change offers two primary advantages. First, we can im-
plement a CD-DNN-HMM system with only minimal modifica-
tions to an existing CD-GMM-HMM system, as we will show
in Section II-B. Second, any improvements in modeling units
that are incorporated into the CD-GMM-HMM baseline system,
such as cross-word triphone models, will be accessible to the
DNN through the use of the shared training labels.

If DNNs can be trained to better predict senones, then
CD-DNN-HMMs can achieve better recognition accu-
racy than tri-phone GMM-HMMs. More precisely, in our
CD-DNN-HMMs, the decoded word sequence is determined
as

(13)

where is the language model (LM) probability, and

(14)

(15)

is the acoustic model (AM) probability. Note that the observa-
tion probability is

(16)

where is the state (senone) posterior probability esti-
mated from the DNN, is the prior probability of each state
(senone) estimated from the training set, and is indepen-
dent of the word sequence and thus can be ignored. Although
dividing by the prior probability (called scaled likelihood
estimation by [38], [40], [41]) may not give improved recog-
nition accuracy under some conditions, we have found it to be
very important in alleviating the label bias problem, especially
when the training utterances contain long silence segments.

B. Training Procedure of CD-DNN-HMMs

CD-DNN-HMMs can be trained using the embedded Viterbi
algorithm. The main steps involved are summarized in Algo-
rithm 1, which takes advantage of the triphone tying structures
and the HMMs of the CD-GMM-HMM system. Note that the
logical triphone HMMs that are effectively equivalent are clus-
tered and represented by a physical triphone (i.e., several log-
ical triphones are mapped to the same physical triphone). Each
physical triphone has several (typically 3) states which are tied
and represented by senones. Each senone is given a
as the label to fine-tune the DNN. The mapping maps
each physical triphone state to the corresponding .

Algorithmic 1 Main Steps to Train CD-DNN-HMMs

1) Train a best tied-state CD-GMM-HMM system where
state tying is determined based on the data-driven
decision tree. Denote the CD-GMM-HMM gmm-hmm.

2) Parse gmm-hmm and give each senone name an
ordered starting from 0. The will
be served as the training label for DNN fine-tuning.

3) Parse gmm-hmm and generate a mapping from
each physical tri-phone state (e.g., b-ah t.s2) to
the corresponding . Denote this mapping

.
4) Convert gmm-hmm to the corresponding

CD-DNN-HMM – by borrowing the
tri-phone and senone structure as well as the transition
probabilities from – .

5) Pre-train each layer in the DNN bottom-up layer by
layer and call the result ptdnn.

6) Use – to generate a state-level alignment on
the training set. Denote the alignment – .

7) Convert – to where each physical
tri-phone state is converted to .

8) Use the associated with each frame in
to fine-tune the DBN using back-propagation or other
approaches, starting from . Denote the DBN

.
9) Estimate the prior probability , where

is the number of frames associated with senone
in and is the total number of frames.

10) Re-estimate the transition probabilities using and
– to maximize the likelihood of observing

the features. Denote the new CD-DNN-HMM
– .

11) Exit if no recognition accuracy improvement is
observed in the development set; Otherwise use

A Fast Learning Algorithm for Deep Belief Nets, Geoffrey E Hinton, Simon Osindero, Yee-Whye Teh, Neural Computing, 2006 



Early Deep Learning (2006 – 2012) 

● Spectrogram (single frame)+ Deep Belief Network + Finetuning 

Learning Features from Music Audio with Deep Belief Networks, Philippe Hamel and Douglas Eck, ISMIR, 2010 



○ End-to-end feature learning from the input data: error back-propagation 
○ Regard the time-frequency representation as a “2D image” and apply image 

classification models to it   
○ Supervised learning using labeled data

Convolutional Neural Network (2012 - ) 
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Convolutional Neural Network (2012 - ) 

● AlexNet: the breakthrough in image classification (2012)
○ A stack of convolutional and max-pooling layers
○ ReLU (fast and non-saturated), dropout (regularization)
○ Trained with 2 GPUs on 1.2M images during one week
○ ImageNet challenge: top-5% error 15.3% (>10% lower than the second)

Figure 2: An illustration of the architecture of our CNN, explicitly showing the delineation of responsibilities
between the two GPUs. One GPU runs the layer-parts at the top of the figure while the other runs the layer-parts
at the bottom. The GPUs communicate only at certain layers. The network’s input is 150,528-dimensional, and
the number of neurons in the network’s remaining layers is given by 253,440–186,624–64,896–64,896–43,264–
4096–4096–1000.

neurons in a kernel map). The second convolutional layer takes as input the (response-normalized
and pooled) output of the first convolutional layer and filters it with 256 kernels of size 5⇥ 5⇥ 48.
The third, fourth, and fifth convolutional layers are connected to one another without any intervening
pooling or normalization layers. The third convolutional layer has 384 kernels of size 3 ⇥ 3 ⇥
256 connected to the (normalized, pooled) outputs of the second convolutional layer. The fourth
convolutional layer has 384 kernels of size 3 ⇥ 3 ⇥ 192 , and the fifth convolutional layer has 256
kernels of size 3⇥ 3⇥ 192. The fully-connected layers have 4096 neurons each.

4 Reducing Overfitting

Our neural network architecture has 60 million parameters. Although the 1000 classes of ILSVRC
make each training example impose 10 bits of constraint on the mapping from image to label, this
turns out to be insufficient to learn so many parameters without considerable overfitting. Below, we
describe the two primary ways in which we combat overfitting.

4.1 Data Augmentation

The easiest and most common method to reduce overfitting on image data is to artificially enlarge
the dataset using label-preserving transformations (e.g., [25, 4, 5]). We employ two distinct forms
of data augmentation, both of which allow transformed images to be produced from the original
images with very little computation, so the transformed images do not need to be stored on disk.
In our implementation, the transformed images are generated in Python code on the CPU while the
GPU is training on the previous batch of images. So these data augmentation schemes are, in effect,
computationally free.

The first form of data augmentation consists of generating image translations and horizontal reflec-
tions. We do this by extracting random 224⇥ 224 patches (and their horizontal reflections) from the
256⇥256 images and training our network on these extracted patches4. This increases the size of our
training set by a factor of 2048, though the resulting training examples are, of course, highly inter-
dependent. Without this scheme, our network suffers from substantial overfitting, which would have
forced us to use much smaller networks. At test time, the network makes a prediction by extracting
five 224 ⇥ 224 patches (the four corner patches and the center patch) as well as their horizontal
reflections (hence ten patches in all), and averaging the predictions made by the network’s softmax
layer on the ten patches.

The second form of data augmentation consists of altering the intensities of the RGB channels in
training images. Specifically, we perform PCA on the set of RGB pixel values throughout the
ImageNet training set. To each training image, we add multiples of the found principal components,

4This is the reason why the input images in Figure 2 are 224⇥ 224⇥ 3-dimensional.

5

ImageNet classification with deep convolutional neural networks, Alex Krizhevsky, Ilya Sutskever, Geoffrey E Hinton, NIPS, 2012 



Convolutional Neural Network (2012 - ) 

● CNN models have been deeper and deeper

Fei-Fei Li & Justin Johnson & Serena Yeung Lecture 9 - May 1, 2018Fei-Fei Li & Justin Johnson & Serena Yeung Lecture 9 - May 1, 201820

ImageNet Large Scale Visual Recognition Challenge (ILSVRC) winners

shallow 8 layers 8 layers

19 layers 22 layers

152 layers 152 layers 152 layers

Surpass human recognition

Deep Learning
Breakthrough



Convolutional Neural Network

● Handle high-dimensional input based on locality and translation 
invariance of objects 
○ Locality: the objects of interest tend to have a local spatial support 

Important parts of the object structures are locally correlated
○ Translation invariance: object appearance is independent of location

Source: NIPS 2017 Tutorial, Deep Learning: Practice and Trend



Convolutional Neural Network

● The locality and translation invariance works in the audio domain
○ Both 1D and 2D translation are possible  
○ 2D translation is only on the log-frequency scale which makes harmonic

patterns approximately shifted-invariant 



Convolutional Layer

● Change the fully-connected layer to a locally-connected layer
○ Each hidden unit is connected to a local area (receptive field)
○ Different hidden units connected to different locations (feature map)

Source: NIPS 2017 Tutorial, Deep Learning: Practice and Trend



Convolutional Layer

● Make the hidden units connected to different locations have the same 
weights (weight sharing)
○ The weight are invariant to the location and the output is equivalent
○ Convolutional layer: input is locally-connected with weight sharing  

Source: NIPS 2017 Tutorial, Deep Learning: Practice and Trend



Convolutional Layer

● Image input and feature Map
○ 3D tensor: width(W), height (H) and depth (channel)
○ Channel (C): R, G, B 

Channel
(or Depth)

Width

Height

Filter

2D convolutionFilter must have the same 
depth as the input has 

Hidden 
unit

Height

Width

Channel

This channel corresponds 
to the number of filters!

The input data become a 4D tensor 
when a batch or mini-batch is used
à N (example) x C x W x H



Convolutional Layer

● Stride: sliding with hopping (equivalent to the hop size in STFT)

● Padding: adjust the feature map size by zero-padding to the border of the 
input

No padding
No striding

No padding
Stride size=2

Pad size=1
No Striding

Pad size=1
Stride size=2

(Filter size: 3 x 3)
Source: https://github.com/vdumoulin/conv_arithmetic

https://github.com/vdumoulin/conv_arithmetic


Pooling Layer 

● Down-size the feature map by summarizing the local features

● Types
○ Max-pooling: most popular choice
○ Average pooling, standard deviation pooling, power-average (𝐿!) pooling

1 5 2 4

2 3 9 1

5 3 3 4

7 8 2 2

5 9

8 4

2 x 2 max pooling
Stride with 2



CNN for Music Classification

● Front-end: extract local audio features using CNN

● Back-end: summarize the local audio features over time

Front-End
(Feature Extractor, Encoder)

Back-end
(Temporal Summary)

CNN

Global Average Pooling
RNN, MLP, Attention

End-to-end learning for music audio tagging at scale, Jordi Pons, Oriol Nieto, Matthew Prockup, Erik Schmidt, Andreas Ehmann, Xavier Serra, ISMIR, 2018



CNN for Music Classification: 1D CNN

● 1D convolution blocks 
○ The filter size of the first conv layer covers the entire frequency range
○ The 1D feature maps significantly reduce the number of parameters 

compared to the 2D feature map
○ Fast to train
○ Work well for small datasets
○ Not invariant to pitch shifting: 

key transpose changes the feature maps 

Deep Learning for Audio-Based Music Classification and Tagging, Juhan Nam, Keunwoo Choi, Jongpil Lee, Szu-Yu Chou, and Yi-Hsuan Yang, 
IEEE SPM, 2018



CNN for Music Classification: 1D CNN

● Front-end: 1D CNN
○ Mel-spectrogram input filter with 128 (mel bin) x 4 (frames)
○ Feature maps (256 à 256 à 256 à 512), max-pooling in time (4 à 2 à 2)

● Back-end: global pooling (temporal summary) with mean, max, and L2

Deep content-based music recommendation, Aaron van den Oord, Sander Dieleman, Benjamin Schrauwen, NIPS, 2013 

http://benanne.github.io/2014/08/05/spotify-cnns.html

http://benanne.github.io/2014/08/05/spotify-cnns.html


CNN for Music Classification: 1D CNN

● Front-end: multiple CNNs 
○ Take different input sizes (small to wide contexts)
○ Trained independently
○ Each of them is 1D CNN

● Back-end: MLP
○ Take features from “all layers” of pre-trained CNNs

and aggregate them
○ MLP with 2 hidden layers makes a final prediction 

Multi-Level and Multi-Scale Feature Aggregation Using Pre-trained Convolutional Neural Networks for Music Auto-Tagging, Jongpil Lee and 
Juhan Nam, IEEE SPL, 2017 



● 2D convolution blocks
○ Similar to CNN architectures for image classification: set the filter to be a 

time-frequency patch (e.g. 3x3) and it slides over both time and frequency 
○ Relatively invariant to pitch shifting assuming that the input is a log-scaled 

spectrogram 
○ 2D feature maps significantly increases 

the number of parameters and thus need 
more computational resources 

○ But, it is more flexible and powerful 
○ More commonly used than 1D CNN

CNN Architectures: 2D CNN

Deep Learning for Audio-Based Music Classification and Tagging, Juhan Nam, Keunwoo Choi, Jongpil Lee, Szu-Yu Chou, and Yi-Hsuan Yang, 
IEEE SPM, 2018



CNN for Music Classification: 2D CNN

● VGGNet style architecture: 3x3 filters
○ 96-bin mel-spectrogram with 30 second (1366 frames)
○ They use a large max-pooling size in time to reduce the temporal 

dimensionality instead of using temporal summary in the back-end

quency band. In this case, the global harmonic relation-
ship is considered at the end of the convolution layers and
fully-connected layers follow to capture it. In contrast,
2D convolution can learn both temporal and spectral struc-
tures and has already been used in music transcription [22],
onset detection [21], boundary detection [26] and chord
recognition [10].

2.2.3 Pooling - sizes and axes

Pooling reduces the size of feature map with an operation,
usually a max function. It has been adopted by the majority
of works that are relying on CNN structures. Essentially,
pooling employs subsampling to reduce the size of feature
map while preserving the information of an activation in
the region, rather than information about the whole input
signal.

This non-linear behaviour of subsampling also provides
distortion and translation invariances by discarding the orig-
inal location of the selected values. As a result, pool-
ing size determines the tolerance of the location variance
within each layer and presents a trade-off between two as-
pects that affect network performance. If the pooling size
is too small, the network does not have enough distortion
invariance, if it is too large, the location of features may be
missed when they are needed. In general, the pooling axes
match the convolution axes, although it is not necessarily
the case. What is more important to consider is the axis in
which we need invariance. For example, time-axis pool-
ing can be helpful for chord recognition, but it would hurt
time-resolution in boundary detection methods.

3. PROBLEM DEFINITION

Automatic tagging is a multi-label classification task, i.e.,
a clip can be tagged with multiple tags. It is different from
other audio classification problems such as genre classifi-
cation, which are often formalised as a single-label clas-
sification problem. Given the same number of labels, the
output space of multi-label classification can exponentially
increase compared to single-label classification. Accord-
ingly, multi-label classification tasks require more data, a
model with larger capacity and efficient optimisation meth-
ods to solve. If there are K exclusive labels, the classifier
only needs to be able to predict one among K different
vectors, which are one-hot vectors. With multiple labels
however, the number of cases increases up to 2K .

In crowd-sourced music tag datasets [2,13], most of the
tags are false(0) for most of the clips, which makes ac-
curacy or mean square error inappropriate as a measure.
Therefore we use the Area Under an ROC (Receiver Oper-
ating Characteristic) Curve abbreviated as AUC. This mea-
sure has two advantages. It is robust to unbalanced datasets
and it provides a simple statistical summary of the perfor-
mance in a single value. It is worth noting that a random
guess is expected to score an AUC of 0.5 while a perfect
classification 1.0, i.e., the effective range of AUC spans
between [0.5, 1.0].

FCN-4
Mel-spectrogram (input: 96⇥1366⇥1)

Conv 3⇥3⇥128
MP (2, 4) (output: 48⇥341⇥128)

Conv 3⇥3⇥384
MP (4, 5) (output: 24⇥85⇥384)

Conv 3⇥3⇥768
MP (3, 8) (output: 12⇥21⇥768)

Conv 3⇥3⇥2048
MP (4, 8) (output: 1⇥1⇥2048)

Output 50⇥1 (sigmoid)

Table 1. The configuration of FCN-4

4. PROPOSED ARCHITECTURE

Table 1 and Figure 1 show one of the proposed architec-
tures, a 4-layer FCN (FCN-4) which consists of 4 convolu-
tional layers and 4 max-pooling layers. This network takes
a log-amplitude mel-spectrogram sized 96⇥1366 as input
and predicts a 50 dimensional tag vector. The input shape
follows the size of the mel-spectrograms as explained in
Section 5.1.

The architecture is extended to deeper ones with 5, 6
and 7 layers (FCN-{5, 6, 7}). The number of feature maps
and subsampling sizes are summarised in Table 2. The
number of feature maps of FCN-5 are adjusted based on
FCN-4, making the hierarchy of the learned features deeper.
FCN-6 and FCN-7 however have additional 1⇥1 convolu-
tional layers(s) on the top of FCN-5. Here, the motivation
of 1⇥1 is to take advantage of increased nonlinearity [16]
in the final layer, assuming that the five layers of FCN-5
are sufficient to learn hierarchical features. An architec-
ture with 3 layers (FCN-3) is also tested as a baseline with
a pooling strategy of [(3,5),(4,16),(8,17)] and [256, 768,
2048] feature maps. The number of feature maps are ad-
justed based on FCN-4 while the pooling sizes are set to
increase in each layer so that low-level features can have
sufficient resolutions.

Figure 1. A block diagram of the proposed 4-layer archi-
tecture, FCN-4. The numbers indicate the number of fea-
ture maps (i.e. channels) in each layer. The subsampling
layers decrease the size of feature maps to 1⇥1 while the
convolutional layers increase the depth to 2048.
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classification 1.0, i.e., the effective range of AUC spans
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Table 1 and Figure 1 show one of the proposed architec-
tures, a 4-layer FCN (FCN-4) which consists of 4 convolu-
tional layers and 4 max-pooling layers. This network takes
a log-amplitude mel-spectrogram sized 96⇥1366 as input
and predicts a 50 dimensional tag vector. The input shape
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and 7 layers (FCN-{5, 6, 7}). The number of feature maps
and subsampling sizes are summarised in Table 2. The
number of feature maps of FCN-5 are adjusted based on
FCN-4, making the hierarchy of the learned features deeper.
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ture with 3 layers (FCN-3) is also tested as a baseline with
a pooling strategy of [(3,5),(4,16),(8,17)] and [256, 768,
2048] feature maps. The number of feature maps are ad-
justed based on FCN-4 while the pooling sizes are set to
increase in each layer so that low-level features can have
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Figure 1. A block diagram of the proposed 4-layer archi-
tecture, FCN-4. The numbers indicate the number of fea-
ture maps (i.e. channels) in each layer. The subsampling
layers decrease the size of feature maps to 1⇥1 while the
convolutional layers increase the depth to 2048.

Automatic Tagging using Deep Convolutional Neural Networks, Keunwoo Choi, George Fazekas, Mark Sandler, 2016



CNN for Music Classification: 2D CNN

● Explore musically-motivated architectures using different “time-
frequency” shapes of conv filters in the first layer
○ Time architecture: learn rhythm and tempo patterns (1×𝑛)
○ Frequency architecture: learn pitch and timbre patterns (𝑚×1)
○ Time-Frequency architecture: combine the two  
○ Performance: TF > T > F on the ballroom music dataset  
○ Can be extended to to multiple parallel branches (e.g. 1×9, 3×3, 9×1) 

Experimenting with musically motivated convolutional neural networks, Jordi Pons, Thomas Lidy, Xavier Serra, CBMI, 2016

Time 
architecture

Frequency 
architecture

Time-Frequency 
architecture



CNN for Music Classification: 2D CNN

● Use RNN for temporal summary in the back-end
○ Compared to various CNN models (1D CNN, 2D CNN)
○ The CRNN model slightly outperforms the CNN models but it is slower

Convolutional Recurrent Neural Networks for Music Classification, Keunwoo Choi, George Fazekas, Mark Sandler, Kyunghyun Cho, ICASSP, 2017



● Connectivity patterns
○ Fully-connected
○ Convolutional
○ Skip / Residual
○ Recurrent
○ Attention
○ Pooling 

● Nonlinearity functions (non-parametric)
○ Sigmoid
○ Tanh
○ ReLU and variations

Deep Learning: Building Models 



Deep Learning: Training Models

● Loss Function
○ Cross entropy (logistic loss)
○ Hinge loss
○ Maximum likelihood
○ L2 (root mean square) and L1
○ Adversarial
○ Variational

● Optimizers
○ SGD
○ Momentum
○ RMSProp
○ Adagrad
○ Adam

● Hyper parameter
○ Weight initialization 
○ L1 and L2 (Weight decay)
○ Dropout 
○ Learning rate
○ Layer size
○ Batch size
○ Data augmentation



Training Neural Networks

● Gradient descent learning
○ Need to compute the gradient for all parameters in all layers
○ Compute them via the error back-propagation from the top layer 
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Training Neural Networks

● Step 1) initialize all weights to random numbers

● Step 2) Feedforward computation
○ Feed the input 𝑥 and compute ℎ" and up to +𝑦
○ Store all of intermediate values (𝑧("), ℎ(")) in memory

ℎ(#) ℎ(%) ℎ(-)

𝑦
𝑥

𝑊(") 𝑊($) 𝑊(%)
𝑊(&)

𝑙(𝑦, ,𝑦)

𝑧(#) = 𝑊(#)𝑥 + 𝑏(#)
ℎ(#) = 𝑔(𝑧(#))

𝑧(%) = 𝑊(%)ℎ(#) + 𝑏(%)
ℎ(%) = 𝑔(𝑧(%))
𝑧(-) = 𝑊(-)ℎ(%) + 𝑏(-)
ℎ(-) = 𝑔(𝑧(-))
𝑦 = 𝑊(.)ℎ(-) + 𝑏(.)



Training Neural Networks

● Step 3) compute 𝑙(𝑦, %𝑦) using the prediction %𝑦 and the ground truth 𝑦
○ For simplicity, let’s assume root mean square (RMS) loss 

■ 𝑙 𝑦, ,𝑦 = (𝑦 − ,𝑦)%= (𝑦 −𝑊 . ℎ - − 𝑏(.) )%

■ /'
/0',)

(*) = 2(𝑦 −𝑊1,3
. ℎ3

- − 𝑏1
(.))(−ℎ1

(-))

■ /'
/4)

(+) = 2(𝑦 −𝑊1,3
. ℎ3

- − 𝑏1
(.))(−𝑊1,3

(.))

We can calculate this because ℎ" was stored from 
the forward pass and 𝑊# and 𝑏# were already initialized

ℎ(#) ℎ(%) ℎ(-)

𝑦
𝑥

𝑊(") 𝑊($) 𝑊(%)
𝑊(&)

𝑙(𝑦, ,𝑦)

We need the gradient w.r.t the hidden layer units
for the lower layer !!!

𝑧(#) = 𝑊(#)𝑥 + 𝑏(#)
ℎ(#) = 𝑔(𝑧(#))

𝑧(%) = 𝑊(%)ℎ(#) + 𝑏(%)
ℎ(%) = 𝑔(𝑧(%))
𝑧(-) = 𝑊(-)ℎ(%) + 𝑏(-)
ℎ(-) = 𝑔(𝑧(-))
𝑦 = 𝑊(.)ℎ(-) + 𝑏(.)



Training Neural Networks

● Step 4) Back-propagate the loss to the lower layers
○ Let’s assume the sigmoid function for non-linearity 

■ ℎ3
(-) = 𝑔(𝑧3

(-))= #

#7)
,-)
(+)

■ /'
/8)

(+) =
/'

/4)
(+) 3

/4)
(+)

/8)
(+) =

/'
/4)

(+) 3
#

#7)
,-)
(+)

&
= /'

/4)
(+) 3

#

#7)
,-)
(+) 3 )

,-)
(+)

#7)
,-)
(+)

ℎ(#) ℎ(%) ℎ(-)

𝑦
𝑥

𝑊(") 𝑊($) 𝑊(%)
𝑊(&)

𝑙(𝑦, ,𝑦)

We know this from the upper layer (the previous slide)

We can compute 
this using 𝑧" from 
the forward pass 

𝑧(#) = 𝑊(#)𝑥 + 𝑏(#)
ℎ(#) = 𝑔(𝑧(#))

𝑧(%) = 𝑊(%)ℎ(#) + 𝑏(%)
ℎ(%) = 𝑔(𝑧(%))
𝑧(-) = 𝑊(-)ℎ(%) + 𝑏(-)
ℎ(-) = 𝑔(𝑧(-))
𝑦 = 𝑊(.)ℎ(-) + 𝑏(.)



Training Neural Networks

● Step 5) Back-propagate the loss to the lower layers more 

■ /'
/0',)

(+) =
/'

/8)
(+) 3

/8)
+

/0',)
+ =

/'
/8)

+ 3 ℎ1
%

■ /'
/4)

(.) =
/'

/8'
(+) 3

/8'
(+)

/4)
(.) =

/'
/8'

(+) 3 𝑊1,3
(-)

ℎ(#) ℎ(%) ℎ(-)

𝑦
𝑥

𝑊(") 𝑊($) 𝑊(%)
𝑊(&)

𝑙(𝑦, ,𝑦)

𝑧(#) = 𝑊(#)𝑥 + 𝑏(#)
ℎ(#) = 𝑔(𝑧(#))

𝑧(%) = 𝑊(%)ℎ(#) + 𝑏(%)
ℎ(%) = 𝑔(𝑧(%))
𝑧(-) = 𝑊(-)ℎ(%) + 𝑏(-)
ℎ(-) = 𝑔(𝑧(-))
𝑦 = 𝑊(.)ℎ(-) + 𝑏(.)

c

We know this from the upper layer (the previous slide)

These are from the local layer



Training Neural Networks

● Step 6) Repeat step 4 for the 2nd layer

■ /'
/8)

(.) =
/'

/4)
(.) 3

/4)
(.)

/8)
(.) =

/'
/4)

(.) 3
#

#7)
,-)
(.)

&
= /'

/4)
(.) 3

#

#7)
,-)
(.) 3 )

,-)
(.)

#7)
,-)
(.)

ℎ(#) ℎ(%) ℎ(-)

𝑦
𝑥

𝑊(") 𝑊($) 𝑊(%)
𝑊(&)

𝑙(𝑦, ,𝑦)

𝑧(#) = 𝑊(#)𝑥 + 𝑏(#)
ℎ(#) = 𝑔(𝑧(#))

𝑧(%) = 𝑊(%)ℎ(#) + 𝑏(%)
ℎ(%) = 𝑔(𝑧(%))
𝑧(-) = 𝑊(-)ℎ(%) + 𝑏(-)
ℎ(-) = 𝑔(𝑧(-))
𝑦 = 𝑊(.)ℎ(-) + 𝑏(.)

We know this from the upper layer (the previous slide)



Training Neural Networks

● Step 7) Repeat step5 for the 2nd layer

■ /'
/0',)

(.) =
/'

/8)
(.) 3

/8)
.

/0',)
. =

/'
/8)

. 3 ℎ1
#

■ /'
/4)

(/) =
/'

/8'
(.) 3

/8'
(.)

/4)
(/) =

/'
/8'

(.) 3 𝑊1,3
(%)

ℎ(#) ℎ(%) ℎ(-)

𝑦
𝑥

𝑊(") 𝑊($) 𝑊(%)
𝑊(&)

𝑙(𝑦, ,𝑦)

𝑧(#) = 𝑊(#)𝑥 + 𝑏(#)
ℎ(#) = 𝑔(𝑧(#))

𝑧(%) = 𝑊(%)ℎ(#) + 𝑏(%)
ℎ(%) = 𝑔(𝑧(%))
𝑧(-) = 𝑊(-)ℎ(%) + 𝑏(-)
ℎ(-) = 𝑔(𝑧(-))
𝑦 = 𝑊(.)ℎ(-) + 𝑏(.)

We know this from the upper layer (the previous slide)

These are from the local layer



Training Neural Networks

● Step 8) repeat the two previous steps for the 1st layer
○ Done with computing one iteration of the gradient
○ Update the weights using the gradient! 

ℎ(#) ℎ(%) ℎ(-)

𝑦
𝑥

𝑊(") 𝑊($) 𝑊(%)
𝑊(&)

𝑙(𝑦, ,𝑦)

𝑧(#) = 𝑊(#)𝑥 + 𝑏(#)
ℎ(#) = 𝑔(𝑧(#))

𝑧(%) = 𝑊(%)ℎ(#) + 𝑏(%)
ℎ(%) = 𝑔(𝑧(%))
𝑧(-) = 𝑊(-)ℎ(%) + 𝑏(-)
ℎ(-) = 𝑔(𝑧(-))
𝑦 = 𝑊(.)ℎ(-) + 𝑏(.)

𝑊(')()* = 𝑊(')+', − 𝜇
𝜕𝑙 𝑊(')+',

𝜕𝑊(')+',



Training Neural Networks

● Step 9) keep repeating the feedforward and backward passes
○ Updating the weights with the gradients

ℎ(#) ℎ(%) ℎ(-)

𝑦
𝑥

𝑊(") 𝑊($) 𝑊(%)
𝑊(&)

𝑙(𝑦, ,𝑦)

𝑧(#) = 𝑊(#)𝑥 + 𝑏(#)
ℎ(#) = 𝑔(𝑧(#))

𝑧(%) = 𝑊(%)ℎ(#) + 𝑏(%)
ℎ(%) = 𝑔(𝑧(%))
𝑧(-) = 𝑊(-)ℎ(%) + 𝑏(-)
ℎ(-) = 𝑔(𝑧(-))
𝑦 = 𝑊(.)ℎ(-) + 𝑏(.)

𝑊(')()* = 𝑊(')+', − 𝜇
𝜕𝑙 𝑊(')+',

𝜕𝑊(')+',

𝑤$

𝑤%
𝑤∗



Training Neural Networks

● Step 10) Monitor both training loss and validation loss and stop the 
iteration when the validation loss decreases any more (early stopping)
○ Note that the training set is used for both the feedforward and backward 

passes whereas the validation set is used for only the feedforward pass
○ Early stopping is a regularization method

This update is from 
the training set 

𝑤%

𝑤∗

𝑤$
Epoch

Loss

Early stopping
(overfitting starts) Validation

Training



Wrap up: Training Neural Networks

● Generalization
○ Any “differential” module can be used in the neural networks as a layer
○ Gradient-based learning will train the entire network

𝑥 𝑦

𝜕𝑙
𝜕𝑦

𝜕𝑙
𝜕𝑥

𝜕𝑙
𝜕𝑤31

𝑤31
𝑥 𝑦

𝜕𝑙
𝜕𝑦

𝜕𝑙
𝜕𝑥

Parametric module Non-parametric module

Connectivity patterns
(Fully-connected, convolutional, …)

Activation functions
Pooling (max, average, …)

Forward
Backward

Forward
Backward

𝑤31 = 𝑤31 − 𝜇
𝜕𝑙
𝜕𝑤31



Wrap up: Training Neural Networks

● Gradient-based Learning 

● Issue: vanishing gradient or exploding gradient
○ The gradients in lower layers are results of accumulated multiplication of 

local gradients from upper layers 
○ Some elements may decay or explode exponentially
○ Learning is diluted or unstable

𝜕𝑙

𝜕𝑤!"
($)

Forward
(hidden unit activation)

Backward
(gradient flow)

Layer1 Layer2 Layer4 Layer L. . . Layer L-1Layer3 𝑙(𝑦, &𝑦)

𝜕𝑙

𝜕𝑤!"
(&)

𝜕𝑙

𝜕𝑤!"
(')

𝑥

Parametric

Non-parametric



Training Deep Neural Networks

● Gradient-based Learning 

● Remedy: the distribution of hidden unit activations in a controlled range
○ Input normalization: zero mean and unit variance
○ Weighted initialization: to have the same variance between input and output 

at each layer to speed up the training (Xavier or He initialization)
○ Batch normalization: normalize the hidden units as a run-time processing 

during training

𝜕𝑙

𝜕𝑤!"
($)

Layer1 Layer2 Layer4 Layer L. . . Layer L-1Layer3 𝑙(𝑦, &𝑦)

𝜕𝑙

𝜕𝑤!"
(&)

𝜕𝑙

𝜕𝑤!"
(')

𝑥

Forward
(hidden unit activation)

Backward
(gradient flow)

Parametric

Non-parametric



Optimization 

● Stochastic gradient descent is the basic optimizer in deep learning

● Nesterov Momentum
○ Add the history of gradient to the parameter point

● ADAM (ADAptive Momentum estimation)
○ Use an adaptive learning rate for each parameter on top of the momentum
○ Increase the learning rate for less updated parameters and vice versa

𝑥;7# = 𝑥; − 𝛼𝛻𝑓(𝑥;)

𝑥;7# = 𝑥; + 𝑣;7# 𝑣;7# = 𝜌𝑣; − 𝛼𝛻𝑓(𝑥; + 𝜌𝑣;)

𝑣;7# = 𝜌𝑣; + (1 − 𝜌)𝛻𝑓(𝑥;)𝑥;7#(𝑖) = 𝑥;(𝑖) −
𝛼

𝑔;7#(𝑖) + 𝜖
𝑣;7#

𝑔;7#(𝑖) = 𝛽𝑔;(𝑖) + (1 − 𝛽)𝛻𝑓(𝑥;(𝑖))%

Fei-Fei Li & Justin Johnson & Serena Yeung Lecture 7 - April 25, 2017Fei-Fei Li & Justin Johnson & Serena Yeung Lecture 7 - April 25, 201718

Optimization: Problems with SGD

What if the loss 
function has a 
local minima or 
saddle point?

Zero gradient, 
gradient descent 
gets stuck

Saddle point

𝛻𝑓 𝑥3 = 0



Annealing Learning Rate

● Decay the learning rate under certain conditions
○ Step decay: by a factor (e.g. 5 or 10) every fixed size of epoch

■ Exponential decay (𝛼 = 𝛼<𝑒=>; ) or 1/t decay (𝛼 = ??4
(#7>;) ) is also possible

○ Reduce on plateau: decay around every early stopping point

● Reset the learning rate with “warm start”
○ Cosine (Loshchilov, 2017) and cyclic (Smith, 2017)
○ Start with a high learning rate and restart with better initial weights

Epoch

Loss Decay the learning rate

Epoch

Loss
Reset the learning rate  (new start!)

SGDR: Stochastic Gradient Descent with Warm Restarts, Ilya Loshchilov, Frank Hutter, ICLR, 2017 Cyclical Learning Rates for Training Neural Networks, Leslie N. Smith, WACV, 2015 



Regularization

● The deep learning models can easily overfit to the training data

Epoch

Loss

Overfitting
Start Validation

Training

Epoch

Loss

Validation

Training

Overfitting
Start 

Use early stopping Use weight decay, dropout or data augmentation



Dropout

● Turn off the hidden layer units “randomly” in each forward pass
○ The binary mask is implemented by multiplying the hidden units with binary 

random variables 

● Enables a large ensemble of models 
○ The ensemble reduces the variance of the model 

Dropout: A Simple Way to Prevent Neural Networks from Overfitting, Nitish Srivastava, Geoffrey Hinton, Alex Krizhevsky, Ilya Sutskever, Ruslan Salakhutdinov, JMLR 2014 



Data Augmentation

● A technique to increase the volume and variance of input data based on 
domain knowledge

● Commonly used digital audio effects
○ Pitch shifting
○ Time-stretching
○ Equalization
○ Adding noises (e.g. Gaussian white noise) 

● Librosa, pysox, and torchaudio are commonly used 

● Check if the output label is affected by the audio effects 
○ You can also change the label according to the way of augmenting data



Recommended Options to Train Network Networks

● Input data 
○ Standardization, augmentation

● Build a neural network model
○ Add batch normalization
○ He initialization
○ Dropout, Weight decay

● Optimizer
○ ADAM or SGD with Nesterov Momentum

● Training
○ Annealing
○ Early stopping 


